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ABSTRACT such as NCBI GenBank [28] and the growing numbers and

L le DNA . imol ted bsizes of genomes used for comparative analysis, the se-
Bf’&gse_l-_scade lat je?uer_lt%e comparlso?,tss '”_"”p emefzn ed uence comparison problem, though extensively studied, re-
and related algonthms, 1S one ot the piilars otmoad- ., 4ing 5 computational bottleneck for genomics.

ern genomic analysis. One way to accelerate these com- Efficient heuristics based oseeded alignmer(80] to-

putations is with a streaming architecture, in which proces- : . -
i o ) : day dominate large-scale biosequence comparison. Seeded
sors are arranged in a pipeline that replicates the multistage _ . . . .
alignment works by rapidly detecting many short matching

structure of the algorithm. To achieve high performance, the .
. ; ” .~ substrings, known aseed matchedetween two sequences,
processor hardware implementing the critical seed matching : o ;
Fhen investigating each seed match more carefully in hopes

and ungapped extension stages of BLAST should be special-

ized to execute these stages as quickly as possible. Howevecr)f detecting biologically meaningful similarity between the

accelerating these stages requires solving two ke roblems_gequences. By far the most widely used seeded alignment
9 9 q 9 yp ‘methods are the BLAST family of algorithms [1, 2, 34].

first, the seed matching stage is not of a form which has ;
traditionally been amenable to hardware acceleration; and Because of the BLAST methods I(_)ng track records anc_zl
acceptance by researchers, extensive effort has been in-

second, the accelerated implementation of BLAST should re ) )
tain sensitivity at least comparable to that of the original vested to improve .the|r performance. MQSt such efforts
software. center around multlprogessor |mplementat|qns [10', 27,'33]
We describe Mercury BLASTN, an FPGA-based imple- that pargllellze comparison across a collection of identical
mentation of BLAST for DNA. Mercury BLASTN combines processing elements, ideally achieving performance propor-
a Bloom filtering approach to seed matching with a modi- tional to the number of pro.cessors used.
fied ungapped extension algorithm. On a previous gener-, In, contrast tq the muIUproce;sor approach.staeam-
ation FPGA hardware platform, Mercury BLASTN runs 5 Ing 'mp'eme‘_“a""” (.)f s_eeded alignment organizes proces-
to 11 times faster than NCBI BLASTN current-generation S°™ Into a linear pipeline.  As dz_:\ta streams through the
general-purpose CPUs, with the prospect of a further eight- pipeline, the processors for egch p|pg||ne stage perform one
fold speedup on current-generation FPGAs. Moreover, its part of the computation, sending their results to the follow-

sensitivity to significant DNA sequence alignments is 9995'N9 stage. Streaming implementations achieve high com-

of that observed with software NCBI BLASTN. putational throughpu'g by running all stagg processors in
parallel. Moreover, since each processor implements only
one pipeline stage, rather than the whole computation, its
1. INTRODUCTION architecture may be specialized to perform that stage as
efficiently as possible. Specialization can practically be
Fast biological sequence comparison is a crucial technologyachieved by implementing the stage processors in recon-
for modern molecular biology. High-throughput compari- figurable hardware, such as field-programmable gate arrays
son is the preferred way to annotate functional elements in 3 FPGAs). With the right architecture, speedups of one to
newly sequenced genome, as well as the basis of tools thatwo orders of magnitude can be realized relative to sequence
discover correspondences between related genomes [3, 5, 6komparison performed in software alone, with many fewer
Because of the exponential growth of biosequence databasegrocessing elements than would be required by a general-

urpose multiprocessor.
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stage 1 stage 2 stage 3

the classic Smith-Waterman dynamic programming algo-
rithm [35]. Unfortunately, using Smith-Watermamstead database seed | seed _ |ungapped| ungapped | gapped | gappe
of seeded a|ignment, even with today’s fastest reported sequences | matching | matches | extension | alignments | extension | alignments
FPGA implementations, is not performance competitive
with software BLAST on a modern CPU. Moreover, Smith-
Waterman is not the computational bottleneck for large ge-
nomic DNA comparisons; rather, the bottleneck isseed
matching the initial search to detect which regions of a

guery sequence and a database are similar enough to investﬁzteg?; Zf Z(:S?};J;?éﬁnalesésgﬁ.s’eissir:)?\t'vn;;;;gsursrls'ezze
gate further. An orthogonal issue with previous architectures ! ges ingecogniz P '

is that, regardless of how they are implemented, few havematChes’ that appear in both query and database. It emits

been benchmarked for their sensitivity relative to software Z!l SltJCh co-occ:jcurr(:nﬁ’eﬁsi]), \t/yher.ez ;}nd] respectl(\j/e(ljy 'I[n_b
BLAST. Hence, there is little reason for BLAST users to icatle a seed match's location In the query and database.

trust the results produced by these systems. Overcoming aIF’I‘ASTN s second stagajngapped extensionletermines

these issues is essential to produce an accelerator that is bo't\ce{rhl(-altshsr(thk;eﬁsec)gfitr? asztr(r):gnl:n%ﬁ?pggtjviil;e;? ?Jgrnn;igt’
competitive in performance and acceptable to biologists. 9 g seg pair), query

. database in the vicinity of the seed match at diagonal off-
T?s V;lr?irnk feiFrJT:)fltSrt:en?et\i/ eLOPTeQEXQ\_?ErC%y Béﬁi;_ll\_l ' setj — i. Finally, gapped extensiodetermines whether a

a sireaming Impiementation o » the : high-scoring gapped alignment exists in the vicinity of each
family algorithm for DNA sequence comparison. Unlike
most previous streaming accelerators for biosequence com-
parison, Mercury BLASTN uses FPGA hardware, specifi- )
cally the Mercury platform for high-speed stream process- of processors that refl_e cts the structure pf Figure 1. Each
ing [9], to accelerate the performance-critical early Stagesstage of the computation is allocated to its own processor.

of seeded alignment. It relies on the widely used BLASTN Communication i's via a sim.ple, unidirectional stream: each
software impelmentation produced by the National Center prqcessortakes Input frgm Its predecessor and sends results
for Biological Information (NCBI) for later, non-bottleneck to its successor in the pipeline. If 5?‘” processors are equally
stages. On large DNA sequence comparisons, Mercurypowerful, then the speed of the implementation is deter-

BLASTN on previous-generation FPGA hardware runs 5 to mined by the most computationally loaded processor, which
11 times faster than NCBI BLASTN software on a current- May become a bottleneck. We must therefore evaluate which

generation general-purpose CPU, while delivering results St29es of BLASTN are most heavﬂy loaded and ensure that
99% identical to those from the software. On EPGA hard- these stages receive the computational resources needed for

ware available today, we anticipate a further eight-fold N9h performance.

speedup. Our successful approach may be used to accel- For large DNA comparisons, BLASTN's computational

erate a large class of biosequence comparison tools baselpad is heavily biased toward the early stages of its pipeline.

on seeded alignment. More concretely, a single Mercury FOr €xample, in a comparison of the human and mouse

BLASTN system is competitive with a medium-size multi- 9enomes, we observed [21] that NCBI BLASTN spends

processor for high-performance BLASTN tasks. roughly 50% of its time in seed matching and 50% in un-
The rest of this paper is organized as follows. Section 2 92PPed extension, with negligible time in gapped extension.

briefly reviews the structure of the BLASTN algorithm, de- We t_herefore focus on accelera_ting the parts of our streaming
tails the rationale for our design, and reviews related work. architecture devoted to these first two stages of BLASTN.

Section 3 then describes Mercury BLASTN, including the ~ Our approach to accelerating the bottleneck stages of
techniques used to specialize processing units to its varioud3LASTN is to specialize the architectures of these stages
pipeline stages. Section 4 compares the speed and sensio perform their tasks more efficiently. To create special-
tivity of Mercury BLASTN to that of the standard NCBI  ized processors, we turn to field-programmable gate ar-
BLASTN software on large genomic BLAST computations. fays, which are a fast, inexpensive option for implement-

Finally, Section 5 concludes with plans for future improve- Ing specialized architectures. A computing architecture can
ments and generalization of our tool. be specified using standard hardware description languages,

then compiled to run on a particular family of FPGAs, with-
out the need for expensive circuit fabrication. Moreover,
2. BACKGROUND AND DESIGN RATIONALE a single FPGA, like a general-purpose CPU, can be reused
for different computations by simply reprogramming it with
The BLASTN algorithm compares one or mayeeryDNA new architectures. Although FPGAs today are typically
sequences to a database of other DNA sequences. Likelocked an order of magnitude more slowly than conven-
most seeded alignment tools, it is logically organized as ational CPUs, they can yield much higher performance pro-

Fig. 1. Software NCBI BLASTN functional pipeline.

A streaming implementation of BLASTN uses a pipeline



vided that the tasks to be accelerated can be formulated aselerator that offers a BLASTN replacement; unfortunately,
a large number of parallel logical or arithmetic operations. we lack sufficient information to compare its performance
For such tasks, a modern FPGA can outperform software onfairly to Mercury BLASTN.
a general-purpose CPU by an order of magnitude or more, Multiprocessor versions of BLASTN distribute the query
while consuming much less power and generating much lesssequences, the database, or both across a number of iden-
heat than a multiprocessor of equivalent performance. tical processors. When carefully tuned, the overhead of
Our main contribution in this work is to show how to distributing inputs, collecting outputs, and managing the
modify the bottleneck stages of the BLASTN algorithm to computation on these systems can be minimized, allowing
exploit the power of an FPGA, while producing results sub- near-linear speedup of the core BLASTN operation with the
stantially identical to those of the standard NCBI BLASTN number of processors. Examples of such well-tuned multi-
software. In particular, we show how to speed up the critical processor BLASTSs include mpiBLAST [10, 27] and Blue-
seed matching stage, which does not use dynamic programé&ene/L BLAST [33], which scale to over 1000 processors.
ming and so is not helped by techniques previously used toHowever, failure to tune carefully can significantly limit
accelerate Smith-Waterman. We also show how to reimple-speedup; for example, SGI's HT BLAST [8] reports only
ment BLASTN’s own ungapped extension algorithm as an a 12-fold speedup on a cluster of 64 CPUs.
efficient hardware filter that prevents most fruitless exten-  |n contrast to a multiprocessor of general-purpose CPUSs,

sions from reaching the software. a streaming implementation of BLASTN achieves its accel-
eration by executing the rate-limiting stages of its pipeline as
2.1. Related Work fast as possible with specialized stage processor hardware.

Our work demonstrates that such acceleration is feasible and
Parts Of the Mercury BLASTN arChiteCture were preViOUSly practicaL A hybnd between Streaming and mu'tiprocess_
described in [20, 21, 23, 24]. However, this work is the first jng is also possible, in which an array of streaming engines
description of the completed system and its performance.process different queries against a single, common database
We note that, while BLASTN is restricted to Comparison stream. Such a system design’ which has been used in’ e.g.,
of DNA sequences, other work by our group addresses ac+the TimeLogic DeCypher engine, can achieve high scalabil-

celeration of BLASTP, the version of BLAST for comparing ity with a fraction of the processors needed by a general-
proteins [16], which requires a somewhat different approach purpose cluster.

to acceleration. A number of algorithmic improvements to BLASTN-
Much previous work describes hardware accelerators forjjxe tools have been proposed to increase search speed.
the Smith-Waterman algorithm [14, 15, 39]. Commercial MegaBLAST [40], SSAHA [29], and BLAT [17] achieve
implementations of such accelerators include the (now de'speedups of an order of magnitude or more over BLASTN.
funct) Paracel GeneMatcher and Compugen Bioaccelerajowever, the longer seed lengths and other heuristics used
tor. Although these accelerators can outperform Smith- py these tools diminish their sensitivity relative to BLASTN,
Waterman on a general-purpose CPU by up to 100-fold, caysing fewer significant alignments to be returned. In
their rate of comparisons is much less than that of a contrast, PatternHunter 11 [26] and DASH [18] report both
BLASTN accelerator. Published designs compute fewer higher speed and greater sensitivity than BLASTN. Pattern-
than 10 Smith-Waterman cells per second; for the 17.5- Hynter reports only a 2-fold speedup. DASH reports at most
kbase query size used by Mercury BLASTN, these designsg 10-fold speedup for small queries (1500 bases or less), but
can compare the query to fewer thaif bases per second it is unclear whether the same performance benefit would
from the database. In contrast, Mercury BLASTN consumes po|d for the longer query sizes, tens of kilobases or more,
roughly 10° database bases per second. that are used in large-scale genomic DNA and mRNA com-
Several other accelerator designs have been described f%arisons. In summary, speeding up BLASTN in software
BLAST-like computations. RDisk [25] is an FPGA-based appears to involve a tradeoff: one can either have order-of-
design that reports a throughput of 60 Mbases/sec for stag§nagnitude speedupr BLASTN-equivalent sensitivity, but
1 ofthe BLASTN pipeline. However, they do notimplement achjeving both at once is elusive. Mercury BLASTN's goal
a full pipeline and so do not report either end-to-end perfor- is o preserve as closely as possible the sensitivity of soft-

mance or sensitivity compared to software. Another FPGA \yare BLASTN, while still delivering a large speedup on
design, TUC BLASTN [36] reports a 23-fold speedup over queries tens of kilobases in length.

a Pentium workstation, using an FPGA with twice the logic

and four times the on-chip memory of our hardware. How-

ever, this performance is predicted, not measured, and no 3. HARDWARE ARCHITECTURE

sensitivity estimates are given relative to software. Herbordt

et al.[13] report an FPGA-based BLASTP accelerator. Fi- Mercury BLASTN is built on theMercurysystem [9], a plat-
nally, the TimeLogic DeCypher engine is a commercial ac- form for processing high-speed data streams. The platform
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Fig. 2. Deployment of BLASTN onto the Mercury system.
The dotted box denotes the sub-stages that make up stage 1. functions

2-port
m-bit memory

is concretely realized as a workstation containing a PCI-X
add-in card containing an FPGA co-processor, and a pair Fig. 3. Bloom filtertestoperation.
of AMD Opteron CPUs. Inputs from disk or system RAM
flow over the PCI-X bus to the FPGA, while outputs flow 050 e
from the FPGA back to the host CPUs for software post- .| 30 kbase query - |
processing. The FPGA executes a custom VHDL design "
that implements the performance-critical stages of BLAST.
Figure 2 shows a block diagram depicting the various
stages of Mercury BLASTN. The query sequence is first & oo
loaded on-chip, after which the database is streamed through% 025 |
the FPGA in a single pass. The FPGA performs seed s
matching (stage 1) and a limited form of ungapped ex-
tension (stage 2) and returns ungapped alignments to the
CPUs, which perform more complete ungapped extension ©
and gapped extension (stage 3). The stages on the FPGA s
eliminate a large fraction of their input, removing most of e -
the load from the host CPUs and allowing them to keep pace.
The next two sections describe the architecture and al-
gorithms of the first two stages. More detail is available Fig. 4. Theoretical false positive rate of a Bloom filter vs.
in[19, 20, 21, 22, 23, 24]. memory size for different query lengths.
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3.1. Stage 1 - Seed Matching chip to identify allw-mers in the database that will hit in

The seed matching stage of BLASTN is typically imple- the table, plus a small number of false positives. The hash
mented in software as a table lookup: all contiguous words lookup stage (1b) then performs the lookups and retrieves
in the query of some lengthy (hereafter calledv-mers) the matching positions in the query for each datahase
are hashed into a table in memory, and eaeher in the mer. This architecture greatly reduces the memory band-
database is looked up in the table to find seed matches. Thigvidth bottleneck and so permits meaningful acceleration of
scheme is rate-limited by the cost of doing a table lookup Sstage 1 over software alone.
for each position (or each few positions) in the database.
Mercury BLASTN's stage 1 implements a table-based 3 7 1 Bjoom filters as a database prefilter
seed matching algorithm similar to BLASTN (and quite dis-
tinct from traditional dynamic programming-based architec- A Bloom filter[4] is a probabilistic algorithm used to test
tures). Unfortunately, the tables used are too large to fit onmembership in a large set, where multiple hash functions
an FPGA, so we cannot simply eliminate references to ex-each look up an independent array of space-efficient bit-
ternal memory. Instead, Mercury BLASTN employs a fil- vectors. A set of querw-mers argorogrammedoy setting
tering scheme on-chip that nearly eliminates unsuccessfulthe bit at the memory location indicated by each hash func-
table lookups, which constitute 99% or more of the lookups tion. A w-mertestoperation yields anatchwhen all mem-
performed in software for DNA queries of 20 kilobases or ory locations identified by the hash functions are set. This
less. operation is illustrated in Figure 3; hekéash functions are
Our implementation of seed matching is divided into two used to test an identical number:atbit-vectors.
substages (Figure 2, labeled stages 1a and 1b). A Bloom A Bloom filter produces no false negatives but may gen-
filter stage (1a) rapidly tests the input database stream on-erate false positives at a rafedetermined by the number



g:l:':' 3.1.2. Hash Lookup
% The second substage of stage 1 maps a databaser to
. : to hash its query position(s) using a hash table. The hash table is
input | — look implemented in an external SRAM attached to the FPGA,
(16 bases/ ookup ; ; ; i
| I supporting a single lookup per clock cycle. Despite the fil
clk) : matches tering performed by the Bloom filter in stage 1a, the SRAM
B F remains a potential bottleneck for our design if the hash-
: ing scheme chosen requires multiple table probesvperer
— searched. Our design, which uses a variant of Tarjan and
T_s Yao's displacement hashing [37], balances the need for as
w-mer  bloom few probes (ideally just one) pep-mer as possible with
array filters the limited table size possible with our SRAM, and with the
need to compute the hash functions efficiently on-chip at a
high rate.

Fig. 5. Bloom filters as used in stage la. . o
g g We organize our lookup table infisimary andsecondary

tables. To create a mapping from a $Sebf queryw-mers,
each consisting dw bits, into the primary table of siz&*

of w-mers programmed into it and the length of its memory for some fixed:, we construct a hash functién of the form
vector. The ratgf can be modeled ag = (1 — e~ Nk/m)k,

where N is the number of entries programmed into the fil- hi(s) = A(s) © 7[B(s)],

ter (query size). Figure 4 shows the false positive rate of w . o .
a Bloom filter as a function of memory size for different WhereA : {0,1}** — {0,1}* andB : {0,1}* — {0,1}
query lengths. We design our filters to keep the false posi-a'€ easily-computed/; hash functions of thev-mer s, ©

tive rate to at most a few percent for the query sizes of in- 'S thbe bitwise XOR operation, andis adisplacement table
terest, thereby eliminating 98-99% of memory table lookups ©f 2” small integers. The functiond and B are chosen
that would otherwise be necessary. so that the pairgA(s), B(s)) are distinct for aI_I keys €
S. The displacement table can then be exploited to resolve

A Bloom filter stage is ideally suited for a hardware rather collisions as follows: ifw-merss; and s, have A(s;) =
than a software implementation due to its inherent paral- A(s,) but B(s1) # B(s2), try to choose distinct values for
lelism, and it can be implemented efficiently using on-chip 7[B(s1)] andr[B(s2)] to ensure thak, (s1) # hi(s2). We
memory for the filters. We use = 6 hash functions of setw = 11, a = 17, b = 10, and permit each entry af
the hardware-friendly; family [32], computed in paral-  to be up to 8 bits; these parameters were chosen empirically
lel, each of which references a bit-vector implemented usingso as to produce almost no collisions for query sequences of
two on-chip block RAMs. Since block RAMs on our FPGA lengths 10-15 kbases. We therefore majmers to a table
are dual-ported, each bit-vector is shared between two in-of 2!7 entries in SRAM, using a modest 8 kbits of space
put w-mers. Using a bit-array of sizew = 32768, query on-chip forr.
sequences between 10-15 kbases can be supported in eachAlthough our hash function produces few collisions on
pass with a negligible false positive rate. Finally, we repli- the inputs of interest, it is not a perfect hash — the known
cate the setup in Figure 3 eight times to support sixteen par-constructions for such hashes require tables larger than our
allel w-mer test operations as shown in Figure 5. Using this available SRAM size and/or hash functions that are not
setup, we are able to process the database at rougfly  amenable to computation on an FPGA. To resolve collisions,
bases/second, as quickly as it can be delivered to the FPGAye map allw-mers in the query that collide in our primary
over the PCI-X bus. table to the secondary table, using a second hash furfgtion
of the formha(s) = C(s), whereC : {0,1}?¥ — {0, 1}°.
The secondary table contaif¥® entries in our implemen-
tation. This table is sparsely populated, so it resolves essen-
tially all collisions from the primary table in one additional
probe.

A databasev-mer may occur at more than one position

We note that, while Bloom filters have been used to ac- in the query sequence. We record the positions of such
celerate hash lookups in high-speed network packet filteringmers in aduplicatetable, which occupies part of our SRAM.
and routing [11, 12], this work is to our knowledge the first Accesses to the duplicate table are only needed when a
application of the technique for biosequence comparison. mer occurs at least twice in the query (indicated by a bit in

Up to 16 database-mers can be processed in a single
clock cycle in this stage, matching on average anmer
to the query sequence. Serialization of matcherhers is
done using a 16-to-1 reduction tree, with buffering to hold
bursts of matches from the same group of 16.



its hash table entry), and each such access can return up tearly termination by atX-drop mechanism. The algorithm
three query positions. tracks the highest score achieved by extension thus far; if
Using an SRAM of size 1 MB, our hashing scheme nearly the current extension scores at le&sbelow this maximum,
always produces a perfect primary hash for 10-15 kbasefurther extension in that direction is terminated. This mech-
guery sequences, achieving one probeyener. With the anism allows BLAST to recover ungapped extensions of ar-
additional support of the secondary table, query sequencesbitrary length while simultaneously limiting the cost of ex-
up to 17.5 kbases are supported without seriously degradingension for most seed matches.
hash lookup performance. The time taken to generate the The X-drop strategy used by the NCBI BLASTN software
hash function and the associated tables on our host CPU igoses a challenge for hardware implementation because it
well under a second per query. does nota priori limit the size of the region explored by
extension. Trying to reproduce this algorithm on an FPGA
would necessitate maintaining a very large window of the
database on-chip to handle the worst-case extensions. This
Ungapped extension of a seed match must decide, as quicklwvindow would go largely unused for most extensions, al-
and accurately as possible, whether or not the seed formsnost all of which terminate within a few bases of the seed’s
part of a high-scoring alignment of the query and database.endpoints.
Because almost all seed matches produced by BLASTN
;tage 1 dcmqtoccur in such alignments, ungapped extension 3.2.2. Mercury BLASTN Ungapped Extension
is a strong filter that prevents the more expensive gapped ex-
tension stage from being overloaded. Mercury BLASTN takes a different, more FPGA-friendly
As a filter, ungapped extension must carefully control approach to ungapped extension. We reexamined NCBI
both false positives, so as to not negatively affect the speedBLASTN'’s heuristic and developed a modified algorithm
of gapped extension, and false negatives, so as not to affecwith limited resource usage, and therefore greater hardware
the sensitivity of the pipeline. NCBI BLASTN implements efficiency.
a linear-time dynamic programming heuristic that does a Instead of performing extension in two steps, Mercury
good job of balancing these often opposing goals. Unfortu- BLASTN makes a single forward pass over a fixed-size win-
nately, although accelerating dynamic programming is one dow anchored around the seed match. In other words, we
of the strengths of FPGAS, other aspects of the heuristic areexplicitly set the number of pairs inspected for each seed
less compatible with an efficient and sensitive hardware im- match instead of allowing a flexible termination scheme like
plementation. We therefore developed a simplified stage 2that of NCBI BLASTN. In a single pass through the win-
design that serves as a filter in front of the original NCBI dow, the start and end of the best ungapped alignment in
BLASTN ungapped extension software stage and removesthe window are found by our algorithm. If this alignment
most of the computational burden from that stage. scores above a desired threshold (which in general is lower
In what follows, we first review the algorithm used by than that used by the BLASTN software), it is passed on
NCBI BLASTN, then describe our variant algorithm and its to a software stage that implements the full BLASTN un-
implementation in hardware. gapped extension algorithm. This compromise implementa-
tion eliminates nearly all false positives, i.e. all seed matches
that do not yield strong ungapped alignments, before they
reach software, while permitting arbitrarily high-scoring ex-
NCBI BLAST's extension of a seed match into an un- tensions to be found and scored accurately.
gapped alignment proceeds in two stages. The seed match We modify the dynamic programming recurrence used for
is extended backwards toward the beginning of the two se-ungapped extension to impose two additional constraints.
guences, then forward towards their ends. As the algorithmFirst, the ungapped alignment must pass through the seed
extends over each base pair, that pair receives a repard match. This ensures that if two distinct biological features
if the bases match or a penaltys if they do not match. An appear in a single window, a seed match generated from
ungapped alignment’s score is the sum of these rewards an@ach has the possibility of generating two independent un-
penalties over all its pairs. The beginning and end of the gapped alignments. Otherwise, the higher-scoring feature
ungapped alignment is chosen to maximize its total score.in the window would be found twice. Second, if the best
If the final ungapped alignment scores above a user-definedingapped alignment intersects either the beginning or end
threshold, it is passed on to gapped extension. of the window, it is passed on to later stages regardless of
To maintain efficiency, itimportant to terminate ungapped its score. This heuristic ensures that ungapped alignments
extensions long before reaching the ends of the query andhat might extend well beyond the window boundaries are
database sequences, especially if no high-scoring ungappegroperly found by downstream stages.
extension is likely to be found. NCBI BLASTN implements Figure 6 illustrates the differences between the two meth-

3.2. Stage 2 — Ungapped Extension

3.2.1. NCBI BLASTN Ungapped Extension



NCBIBLAST | N i The first stage of the array, the base comparator, computes

5-mer

Query [ATCCTGATCGATCGGTACAGATICTTGCAAAGTCAAGTGT] the reward or penalty score for each base pair. Since these

subject‘()‘AGTGATACGATGTGAACAGATCATGCATTTCACAGCATA‘ ” . d d t th t d . ” |

Comparison Score-3-311113-31-3111111[1-311 1 1-3-3-3-3 scores are all Inaependent, they are computed Iin parallel.
S~ maximal scoring substring Next, the scores for the window are passed to the scoring

(score =8)

stages shown in Figure 7. Each scoring stage implements

Mercury BLAST two steps of the recurrence, for a total of 32 scoring stages

5-mer . . .
Query [ATGOTGATCOATCOGTAGAGATCTTGOAAAGTCAAGTGTT for the selected window size. The flna}l step compares the
Subject CAGT GA T ACG[”GTGA ACAG”C”GC”JT TCACAGCATA score to a threshold and makes a decision whether to keep or
Comparison Score |1 1-3-318111111131111-3 .
1 . , discard the scores. Note that the number of arrows between
maximal scoring substring i . . . . .
(score =8) scoring stages decreases along the pipeline in Figure 7. This

) . ) . is due to the fact that each base pair is only inspected once
Fig. 6. Example illustrating the different approaches t0 anq the new algorithm only moves in one direction, so that
ungapped alignment. The arrows indicate the direction in the ynneeded data can be discarded after it has been used. If
which the base pairs are inspected. an ungapped alignment scores above the threshold (or meets

the other two conditions mentioned in the previous discus-

. . o sion) it is sent to software for gapped extension.
ods. Both algorithms give the same result in this example, ) gapp

but this is not necessarily the case in general. A large num-
ber of experiments were run with an instrumented version
of NCBI BLASTN to determine reasonable minimum val-

ues for a window length that still met our sensitivity goal of 3.3, Integration with Software
99%. A window length of 64 bases is the one used in this
accelerator; however, it is parameterizable if other lengths

are needed. Mercury BLASTN is a combined hardware-software archi-

tecture. The software portion of the system uses a heavily
augmented version of the NCBI BLASTN software. The
3.2.3. Implementation Details BLASTN codebase was modified to pass its inputs to an
) ] . interface library, built on top of a driver provided by Ex-
Figure 7 shows an overview of the architecture of the un- egy Corporation, that sets up the query and associated ta-
gapped extension accelerator. The query is stored in on-chifyles. downloads it to the hardware, and sends a specially
block RAM, while the database flows through an on-chip formatted copy of the database through the hardware to exe-
circular buffer. As each seed match arrives at the stage’scyte the search. Results from the hardware are collected and
input, a window of bases centered on the seed is extractecbassed on to the unmodified NCBI BLASTN ungapped and
from this buffer F’y thewindovy lookup modulend passed  gapped extension code, just as if these results had come from
on to the dynamic programming hardware. BLASTN'’s own seed matching stage. Query setup, down-
A potential limit on the implementation of this stage is the |pading to the hardware, receipt of results, and computation
number of simultaneous accesses required to the bufferedn |ater stages of NCBI BLASTN are all performed concur-
query and database sequences. Because on-chip bloclently by different threads of execution within the modified
RAMs support a limited number of accesses per cycle (atBLASTN program. The actual running of NCBI BLASTN

most two in our hardware), multiple copies of the data must stages 2 and 3 requires On|y about 5% of one Opteron CPU.
be kept to satisfy all consumers in the design. To reduce

the amount of on-chip RAM needed for buffering, the block TO, efficiently support comparisons on many S”.‘a“
RAMs in this stage are time-multiplexed to allow access 4Y€M€S: Mercury BLASTN can pack these queries into

from four users in a single clock cycle. Quad-porting the SNUNks as large as the hardware will support (currently
block RAMs halves the number of physically dual-ported 1_7'5 kba_ses), using a fast apprOXImatlor_l algorithm _fo_r the
memories required for this application. With this optimiza- Pin-Packing problem. Very large queries are split into
tion, the stage supports query sizes up to 64 kbases and §NUNks of at most the size of the bin, with some overlap
database buffer of 32 kbases. to avoid losing alignments near a chunk boundary. In each
The ungapped extension algorithm in Mercury BLASTN case, searching a chunk requires one pass over the entire
is implemented as a pipelined systolic array. Saturating database.
arithmetic was used both to shorten the critical paths of the  To the user, the Mercury BLASTN system appears nearly
compute logic and to reduce area usage. This improvemenidentical to regular NCBI BLASTN, with the same user
is possible since the reduction in the number of bits used tointerface. The system includes a modified version of the
represent the recurrence variables outweighs the increasetbrmatdb utility to produce the database format required
complexity of using saturating arithmetic. by the hardware.



Scoring Module

Compaatr oot Table 1. Executing time of Mercury BLASTN compared
the baseline system.

w-mers

Window

Lookup =
database Module - T - -
Experiment | Baseline Time | Mercury Time | Speedup
Scoring Stages 1 101 min 20 min 5.05x
2 218 min 19 min 11.47x

Fig. 7. Overview of stage 2 architecture.

Table 2. Sensitivity results of Mercury BLASTN compared

4. RESULTS to the baseline system.

The goal of Mercury BLASTN is to deliver NCBI Experiment | Sensitivity | Alignments | New Alignments
BLASTN-quality sensitivity in a fraction of the time needed Lost Found

. . . 1 98.64% 8428 6089
by a general purpose CPU.. In this sectlon, we quantify how 5 99.01% 9 185
well Mercury BLASTN achieves these aims on two large-
scale DNA comparisons typical of the kinds of large BLAST
runs that might be performed for genome annotation.

Our tests pitted Mercury BLASTN against a modern, same ancestral sequence among a group of closely re-

general-purpose Linux workstation containing a 3.0 GHz lated organisms.
Pentium D CPU and 1.5 GB of RAM, running 64-bit Linux. o
We built a recent version of NCBI BLAST (v2.2.15) for this 2. Human chromosome 22 (hg18, comprising 21 Mbases

platform, using all available compiler optimizations of gcc after removing known repeats and Ns) against the en-
3.4. (We note that this version of BLAST uses a new, ex- tire mouse genome (mm8, comprising 1.5 Gbases after
tensively rewritten implementation of the core algorithms removing known repeats and Ns). Such a run would
that is roughly 2.5 faster than versions of BLASTN re- be used for large-scale comparative genomics, such as
leased prior to 2005.) BLASTN runs were performed single- constructing a global genome-to-genome alignment.
:gﬁ_aded on one core of the CPU on an otherwise idle sys- Tables 1 and 2 respectively show the speedup and the

sensitivity of Mercury BLASTN relative to the software
baseline on our comparisons. Sensitivity was measured by
counting the fraction of alignments from the baseline output
that also appeared in the Mercury BLASTN output. Align-
ments in the two outputs that overlap by more than 50% in
both sequences are considered to be the same. The “Align-
ments Lost” column counts significant alignments from the
baseline not found by Mercury BLASTN, while the “New
Alignments Found” column counts significant alignments
found by Mercury BLASTN but not by the baseline. The
total numbers of baseline alignments in the two experiments
were6.2 x 10° and9726, respectively.

Mercury BLASTN exhibits speedups ranging from %o
more than an order of magnitude over the software baseline
on the benchmark computations; put another way, one in-
stance of Mercury BLASTN could replace 5-10 CPU cores
of a multiprocessor with a single FPGA. These speedups are
achieved while retaining 98.5-99% of all alignments found
1. 3,975 randomly sampled human messenger RNAby NCBI BLASTN. In addition, Mercury BLASTN reports

(mRNA) sequences (comprising 9 Mbases after remov- roughly as many significant new alignments as it loses exist-

ing known repeats and Ns), from Release 21 of the ing ones, suggesting that observed differences in sensitivity

NCBI RefSeq library, against all other vertebrate mR- are “in the noise” for these search tasks.

NAs (comprising 586 Mbases after removing known  The results presented here characterize the performance

repeats and Ns). Each mRNA represents the tran-of Mercury BLASTN on an FPGA co-processor that is two

scribed sequence of one gene. Such a run would begenerations behind the currently available state of the art.

used, e.g., to identify sets of genes derived from the In the near future, we plan to deploy our architecture on a

Our Mercury BLASTN system contains two 2.0 GHz
AMD Opteron processors and one FPGA co-processor pro-
totyping board. The FPGA is a Xilinx Virtex-1l 6000 part
(XC2v6000) and has SRAM connected onboard. The Mer-
cury BLASTN software is built around an older version of
NCBI BLASTN (v2.2.10), also running on 64-bit Linux
(CentOS 4). The software portion of the BLASTN pipeline
ran on one CPU of the system, with support functions such
as query preparation running on the other CPU.

For all experiments, we ran both versions of BLASTN
with an E-value threshold of0—° and default parameters
otherwise. Sequences were filtered for low-complexity re-
gions before comparison. Reported runtimes include time
spent in query setup and the three stages of the BLASTN
pipeline but exclude time spent formatting the output for
printing, which is extraneous to the main comparison.

The two experiments performed were as follows:



new co-processor card containing two newer FPGAs froming. Currently, we have a working FPGA prototype for
the Xilinx Virtex 4 family. The two FPGAs can process BLASTP [16]. The implementation challenges for these
the same datastream for two queries in parallel. Moreover,other applications are slightly different, since some, espe-
each FPGA will have larger SRAMs and more on-chip block cially BLASTP, produce seed matches at a much higher
RAM, allowing us to double our query size. Finally, we plan rate than BLASTN; however, other architectural techniques,
to time-multiplex the block RAMs in stage 1 analogously to such as distributing table lookups across multiple memory
our current optimization in stage 2, which will enable a fur- modules, can address these challenges.
ther doubling of the query size. Overall, the new hardware  Ultimately, a limiting factor on the utility of streaming
should allow us to run the Mercury BLASTN pipeline with  architectures for seeded alignment is the work required to
two simultaneous queries, each four times larger than thosémplement them. Even with modern hardware description
used by the current implementation. As a result, we will be languages, the time investment needed to build a specialized
able to perform benchmarks like those described above inarchitecture remains significant. (The design described here,
one-eighth as many passes over the database, for an eigh&long with the corresponding BLASTP implementation, re-
fold speedup over our current hardware prototype. quired roughly two years of work by three graduate stu-
We note that the above projections it assume any in-  dents.) However, work like ours is identifying architectural
crease in data bandwidth into the FPGA card (which is sat- features that lead to high-performance streaming implemen-
urated in our current PCI-X implementation). Rather, we tations. We therefore hope to eventually produce a library
achieve speedup by processing the same total amount obf modules that can be tweaked and composed to quickly
guery sequence in fewer passes over the database. produce high-performance implementations for a variety of
sequence analysis algorithms.
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